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Quantitative Methods
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• Numerical data	

!

• Measure and analyze causal relationships between 
variables	

!

• Data analysis: statistical methods	

!

• Goal is to identify the dependent and independent 
variables, eliminating inadequate variables, and in 
this way reduce the complexity of the problem so 
that the initial hypothesis can be confirmed or 
rejected	




Working Example
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Investigating the impact of technical and 
non-technical factors on review timeliness 

and outcome	




Code Review
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Assessing the quality of submitted contributions
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How can I maximize the 
chances of my patch 

being approved?



What Developers Want
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How can I maximize the 
chances of my patch 

being approved?

How can I 
minimize the time it 

takes to happen?



Research Questions
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 RQ1: What factors can influence how long it 
takes for a patch to be reviewed?

RQ2: What factors do influence the outcome (the 
decision) of the review process?



Background
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• WebKit is a layout engine that renders web 
pages and executing JavaScript code 

• Started in 2001 as a fork of KDE’s HTML 
layout engine (KHTML) and KDE’s JavaScript 
engine 

• Being developed by 30 companies: Apple, 
Google, Igalia, Intel, BlackBerry, Samsung, 
Motorolla, Adobe, Nokia, and others



WebKit’s Code Review

• WebKit reviews every patch 
!

• Review flags: 

                review?  review requested                                         

           review+  review accepted                      

           review–  review rejected                        
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WebKit Contributions
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Data Extraction
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• Patches submitted between April 12, 2011 –
December 12, 2012 

• Initial dataset: 17,459 bugs, 34,749 patches, 763 
email addresses, and 58,400 review-related flags 

• Downloaded and parsed attachments: 

• Files affected, LOCs changed, code chunks, 
etc. 

• For each flag (review?, review+, review-) 
collected time and date, person who added it



Challenges
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• Missing names or use of multiple emails by 
same person: 

• Parsed contributors.json 

• Missing affiliation: 

• Parsed WebKit Team wiki page 

• Inferred one from email’s domain name 

• Manually searched the web  

• “unknown” = 18% of developers



Data Filtering
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34,749

WebCore 
patches 
17,170

Reviewed 
patches 
11,066

Removed 
“forgotten” 

patches (5%)

All 
patches

10,012 patches 
51 reviewers 
496 writers

Final 
 repo

Eliminated 
least active 

reviewers (5%)



Determining Factors
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Factor Dimension Description
Patch Size patch number of LOC added and removed

Component patch 
bug

top-level module in /Source/WebCore/

Priority bug assigned urgency of resolving a bug

Organization organizational organization submitting or reviewing a patch

Review Queue personal number of pending review requests

Reviewer Activity personal number of completed reviews

Writer Experience personal number of submitted patches



Data Analysis
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Normality 
tests

Q-Q plots Non-parametric 
statistics

1. Study the impact of each factor independently first

2. Build a multiple linear regression model to study 
collective effect of factors on dependent variables 

(time and outcome)



The Case Study Results
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Factor Time Positivity # of Revisions
Patch Size N/A

Component N/A

Priority N/A

Organization N/A

Review Queue N/A

Reviewer Activity N/A

Writer Experience N/A



Patch Size and Review Time
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Smaller patches are more likely to be accepted and 
accepted quickly [Weissgerber et al., 2008]



Patch Size and Review Time
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Results of the Spearman’s correlation: patch size and 
response time are only weakly related
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Patch Size: Outliers
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Do outliers skew the mean value? 



Patch Size: Outliers

19

No improvement!

Applied outlier detection techniques - 
Pierce’s criterion and Chauvenet’s criterion

Do outliers skew the mean value? 



Patch Size: Quartiles
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25% 25% 25% 25%

A B C D
Average 

size
4 LOC 17 LOC 54 LOC 432 LOC

Median 
acceptance 

time
39 min 46 min 48 min 69 min

Positivity 0.84 0.82 0.79 0.74



Organization and Review Time
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Reviewer
Submitter

Accepted Rejected
Median Mean Median Mean

Apple      Apple 25 392 60 482
Apple      Google 73 617 283 964
Google      Google 42 484 102 737
Google     Apple 45 483 80 543

- Apple is very fast in reviewing its own patches, but is 
relatively slow in reviewing Google patches 

- Google provides faster response to the patches from Apple 
than their own developers

Organization and Review Time



Organization and Review Outcome

23

A-A A-G A-X G-G G-A G-X X-X X-A X-G

0.
4

0.
5

0.
6

0.
7

0.
8

0.
9

1.
0

P
os
iti
vi
ty

Both Apple and Google are more positive about their own patches

Organization:  
A=Apple,  
G=Google,  
X=“rest”



Patch Writer Experience
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Multiple Linear Regression
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• Multiple linear regression (MLR) attempts to model 
the relationship between two or more explanatory 
variables and a response variable by fitting a linear 
equation to observed data	


• Apply “dummy coding” for categorical variables 
(e.g., priority, organization, component)	


• Report the R-squared statistic (the measure of the 
regression model’s usefulness in predicting 
outcomes) and regression coefficients (effects)	


!



MLR for Review Time
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• R-squared statistic = 0.014, (F = 7.74, p < 0.01)	

!

• patch writer experience (p < 0.01) and 
organization (p < 0.01) variables are statistically 
significant controlling for the other variables in the 
model	

!

!

!



MLR for Review Outcome
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• R-squared statistic = 0.051, (F = 28.46, p < 0.01)	

!

• patch writer experience (p < 0.01), 
organization (p < 0.01), review queue (p < 
0.05) and the number of components (p < 0.01) 
variables are statistically significant controlling for 
the other variables in the model	

!

!

!



Regression Coefficients
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Investigating Technical and Non-Technical Factors Influencing Code Review 19

Variable
Linear regression Stepwise regression

Time Outcome Time Outcome
Baseline 833.10 0.34 760.90 0.25
Size -0.01 -0.00 102.78 -0.12
Priority 2 -24.83 -0.03 - -
Priority 3 12.89 -0.076 - -
Priority 4 -37.10 -0.37 - -
Priority 5 397.17 -0.30 - -
Number of Components -3.80 -0.03 -28.31 -
Review queue -1.12 0.02 - 0.02
Submitter Apple -422.25 0.44 -420.44 0.38
Submitter Google -223.24 0.23 -220.17 0.19
Submitter RIM -288.05 0.20 -306.02 0.16
Submitter Intel -273.87 0.15 -275.05 0.13
Submitter Igalia 193.05 0.25 - 0.26
Reviewer Apple 103.97 0.04 94.40 0.10
Reviewer Google 39.56 0.02 - 0.10
Reviewer RIM -24.42 -0.10 - -
Reviewer Intel -223.10 0.00 -394.37 0.44
Reviewer Igalia -412.90 0.44 - -
Patch writer experience -0.38 0.00 -57.36 0.21
Reviewer activity -0.03 0.00 - -0.05

Table 8: Regression coe�cients associated with each model variable for WebKit:
1) multiple linear regression and 2) stepwise regression with transformation for

variables size, patch writer experience, and reviewer activity.

in predicting outcomes) is close to 0 (R2=0.014, R2
adjusted=0.013), indicating that

the studied factors have poor explanatory power.

Estimating the e↵ect of the factors on the review outcome also caused us
to reject the null hypothesis (F = 28.46, p < 0.01). Statistically significant fac-
tors controlling the other variables in the model are patch writer experience

(p < 0.01) and organization (p < 0.01), along with the review queue (p < 0.05)
and the number of components (p < 0.01). The R-squared statistic (R2 = 0.051,
R2
adjusted = 0.05) still shows that the model has low overall predictive power and

that the variables do not account for the variation in the review outcome in the
WebKit project.

We next improved our MLR model by running a stepwise regression. Stepwise
regression [9] is a process of building a model by successively adding or removing
variables based solely on the t-statistics of their estimates. Since we have many
independent variables, it is useful to fine tune our model by selecting di↵erent
variables. The goal is to identify the best subset of the independent variables to
use in our model. For the stepwise variable selection option we applied both the
“forward” and “backward” methods.

As observed earlier, there is a non-linear relationship between the variable size
and review time (as discussed in Section 4.1.1). The distributions for patch writer

experience and reviewer activity are also skewed. Logarithmically transforming
variables in a regression model is a common way to handle situations where a non-
linear relationship exists between the independent and dependent variables. To
control the skew, we transformed size, patch writer experience, and reviewer

activity by taking their logarithm (log10(x)).



Stepwise Regression
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• Fine tune your MLR model by running a stepwise 
regression	


• Stepwise regression is a process of building a model 
by successively adding or removing variables based 
solely on the t-statistics of their estimates	


• Apply variable transformation (e.g., logarithmical) 
if needed	


• Report the R-squared statistic (the measure of the 
regression model’s usefulness in predicting 
outcomes) and regression coefficients (effects)	


!



Stepwise Regression for 
Review Time
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• R-squared statistic = 0.015, (F = 17.13, p < 0.01)	

!

• size, component, organization, patch 
writer experience variables are statistically 
significant controlling for the other variables in the 
model (p < 0.05)	

!

!

!



Stepwise Regression for 
Review Outcome
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• R-squared statistic = 0.064, (F = 56.98, p < 0.01)	

!

• The highest effect values are shown for Reviewer 
Intel and Submitter Apple, indicating that Intel 
reviewers are more likely to accept patches and patches 
from Apple developers have higher chances of being 
accepted than patches from other developers, respectively.	

!

!



Stepwise Regression
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• Stepwise regression procedures improved our initial 
MLR model, albeit only slightly	

!

• The overall predictive power remains low — the 
model can only explain 2% of variance in time and 
5% for outcome	

!

• Both models do show that organization as an 
independent variable has a substantial effect on the 
review time and outcome (our dependent variables)	




Qualitative Study
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Qualitative Methods
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• Data presented as words and pictures	

!

• Origins in social sciences	

!

• Studying human behaviour	

!

• Data collection methods: participant observation 
and interviews	

!

• Data analysis methods: coding, grounded theory	

!



Working Example
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Reducing Information Overload in Issue 
Tracking Systems	




Methodology
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Methodology
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Interview 
Transcripts

20 Developers
Card Sort

1,213 quotes

Qualitative Analysis

Quotes

Grounded Theory

Quantitative & Qualitative Tool Validation

Interviews

Tool

Bug mail
Compession

9 Developers 9 DevelopersDeveloper DASH

Interviews

8 Developers

Model

Model Validation

ModelWe will focus on 
the qualitative study 

only



Bugzilla Anthropology

• Project led by Martin Best @ Mozilla 

• Goal: How are developers currently 
engaged with Bugzilla? 

• One-hour interviews with 20 developers 

• https://wiki.mozilla.org/Bugzilla_Anthropology

37

https://wiki.mozilla.org/Bugzilla_Anthropology


Data Analysis

• Analysis of the interview transcripts was 
exploratory 

• Applied a grounded theory methodology: 
no predefined goals or research questions 

• Open coding approach

38



Preparation

• Created “cards” by splitting 20 interview 
transcripts into 1,213 individual units; these 
generally corresponded to individual 
cohesive statements/comments 

!

• Two coders participated in open coding -  
grouping cards into sub-themes, merging 
sub-themes into themes and developing 
concept categories

39



Open Coding
1. Two coders independently performed card 
sorts on the cards extracted from the interview 
transcripts of three participants — P1, P2, and 
P3 — to identify initial card groups; then 
compared and discussed identified groups. 

!

2. Two coders performed another independent 
round, sorting the comments of participants P4, 
P5, and P6 into the groups that were agreed-
upon in the previous step.

40



Open Coding
3. Calculated and reported the inter-coder 
reliability to ensure the integrity of the card sort. 
Inter-coder reliability is a measure of agreement 
among multiple coders for how they apply 
codes to text data. 

!

!

4. The rest of the card sort — the comments of 
participants P7–P20 — was performed by both 
coders together. 

41

egories, we performed an open coding approach to analyze
the data. As we analyzed the quotes, sub-themes, themes
and concept categories emerged and evolved during the open
coding process [36].

The first author (Baysal) created all of the “cards”, split-
ting 20 interview transcripts into 1,213 individual units;
these generally corresponded to individual cohesive state-
ments, which we call comments. In further analysis, the first
two authors (Baysal and Holmes) acted as coders to group
cards into sub-themes, merging sub-themes into themes and
developing concept categories. We proceeded with this anal-
ysis in three steps:

1. The two coders independently performed card sorts on
the cards extracted from the interview transcripts of
three participants — P1, P2, and P3 — to identify
initial card groups (we refer to these groups as sub-
themes in Section 2). The coders then met to compare
and discuss their identified groups.

2. The two coders performed another independent round,
sorting the comments of participants P4, P5, and P6
into the groups that were agreed-upon in the previ-
ous step. We then calculated and report the inter-
coder reliability to ensure the integrity of the card
sort. We selected two of the most popular reliability
coe�cients for nominal data: percent agreement and
Krippendor↵’s Alpha (see Table 1). Intercoder relia-
bility is a measure of agreement among multiple coders
for how they apply codes to text data. To calculate
agreement, we counted the number of cards for each
emerged group for both coders and used ReCal2 [24]
for calculations. The coders achieved a high degree of
agreement; on average two coders agreed on the coding
of the content 98.5% of the time.

3. The rest of the card sort — the comment of partic-
ipants P7–P20 — was performed by both coders to-
gether.

To make sense of the groups identified in the card sort,
the 91 groups were clustered into 15 related themes, which
were in turn organized into 4 concept categories; this was
done using an a�nity diagram, which helps to sort a large
number of ideas into related clusters for analysis and re-
view [10]. We generated the a�nity diagram in three steps:
1) the names of the groups were printed on cards and at-
tached to a whiteboard; 2) the groups were clustered on the
whiteboard into related themes, and these themes were fur-
ther clustered into high-level concept categories; and 3) each
of the themes and concept categories was given a represen-
tative name. The final organization of concept categories,
themes and sub-themes, as well as the results of the open
coding and a�nity diagram methods are available [2].

Table 1: Average Scores of Intercoder Reliability.
Percent Agreement Krippendor↵’s Alpha

Median 98.9% 0.871
Average 98.5% 0.865

2.3 Generated Categories
As mentioned above, during our card sort of the twenty

Mozilla interviews, four high-level concept categories emerged

from the data, along with 15 themes and 91 sub-themes.
Each concept category consisted of between two and six
themes, and related to a di↵erent aspect of how Mozilla de-
velopers interact with Bugzilla while performing their daily
tasks. Table 2 presents an overview of the concept cate-
gories, as well as the count of the participants, quotes, and
sub-themes.

Table 2: Overview of Concept Categories.
Category Participants Quotes Sub-themes
Situational awareness 19 208 14
Task Support 20 700 53
Expressiveness 20 188 12
Everything else 20 166 12

The four concept categories that emerged during the card
sort do not correspond directly to the tasks developers per-
form daily; rather, they are a combination of actions devel-
opers perform when considering and executing these tasks.
In this section we provide an overview of the first three con-
cept categories; the last one, which we named “Everything
else”, includes Mozilla internal topics that are not relevant
to this discussion. While the complete discussion of the
card sort is beyond the scope of this paper, we now high-
light some of the key observations raised by a plurality of the
interviewed developers, particularly those relevant to the no-
tion of reducing information overload. The full description
of the categories, themes, and sub-themes can be found in a
technical report that is available online [2]. In this report,
for each theme and sub-theme we provided the number of
individual participants commenting on a certain issue and
the total number of quotes given. For each sub-theme we
developed a synthetic quote that provides a general thought
on the topic.

2.3.1 Situational Awareness

↵

⌦

�

 

Email is a primary way of receiving bugs and communica-
tion updates. Developers have to manage the flood of emails
they receive daily. As a result, developers find it hard to de-
termine the current status of the bug they are working on
where it is bug is in the bug-fixing process.

One of the most surprising concept categories we found
clustered a series of themes and sub-themes that relate the
idea of situational awareness. Situational awareness is a
term from cognitive psychology; it refers to a state of mind
where a person is aware of the changes in their environ-
ment [20]. The term is an apt description of how software
developers must maintain awareness of what is happening
on their project, to be able to manage a constant flow of in-
formation as issues evolve, and be able to plan appropriate
actions. Developers often find themselves trying to identify
the status of a bug — What is the current status of the
issue? What is blocking this issue? What issues am I block-
ing? Who is the best person to review the patch? — as well
as trying to track their own tasks — How many bugs do I
need to triage, fix, review, or follow up on?
15 of the 20 participants expressed a desire in having pri-

vate dashboards that would allow them to track their own
activity and quickly determine the what changes had oc-
curred since the last time they had examined the issue: “[A]
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1,213 quotes

4 concept categories 
16 themes 

91 sub-themes

used affinity diagram to sort a 
large number of ideas into 

related clusters for analysis and 
review



Generated Categories
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egories, we performed an open coding approach to analyze
the data. As we analyzed the quotes, sub-themes, themes
and concept categories emerged and evolved during the open
coding process [36].

The first author (Baysal) created all of the “cards”, split-
ting 20 interview transcripts into 1,213 individual units;
these generally corresponded to individual cohesive state-
ments, which we call comments. In further analysis, the first
two authors (Baysal and Holmes) acted as coders to group
cards into sub-themes, merging sub-themes into themes and
developing concept categories. We proceeded with this anal-
ysis in three steps:

1. The two coders independently performed card sorts on
the cards extracted from the interview transcripts of
three participants — P1, P2, and P3 — to identify
initial card groups (we refer to these groups as sub-
themes in Section 2). The coders then met to compare
and discuss their identified groups.

2. The two coders performed another independent round,
sorting the comments of participants P4, P5, and P6
into the groups that were agreed-upon in the previ-
ous step. We then calculated and report the inter-
coder reliability to ensure the integrity of the card
sort. We selected two of the most popular reliability
coe�cients for nominal data: percent agreement and
Krippendor↵’s Alpha (see Table 1). Intercoder relia-
bility is a measure of agreement among multiple coders
for how they apply codes to text data. To calculate
agreement, we counted the number of cards for each
emerged group for both coders and used ReCal2 [24]
for calculations. The coders achieved a high degree of
agreement; on average two coders agreed on the coding
of the content 98.5% of the time.

3. The rest of the card sort — the comment of partic-
ipants P7–P20 — was performed by both coders to-
gether.

To make sense of the groups identified in the card sort,
the 91 groups were clustered into 15 related themes, which
were in turn organized into 4 concept categories; this was
done using an a�nity diagram, which helps to sort a large
number of ideas into related clusters for analysis and re-
view [10]. We generated the a�nity diagram in three steps:
1) the names of the groups were printed on cards and at-
tached to a whiteboard; 2) the groups were clustered on the
whiteboard into related themes, and these themes were fur-
ther clustered into high-level concept categories; and 3) each
of the themes and concept categories was given a represen-
tative name. The final organization of concept categories,
themes and sub-themes, as well as the results of the open
coding and a�nity diagram methods are available [2].

Table 1: Average Scores of Intercoder Reliability.
Percent Agreement Krippendor↵’s Alpha

Median 98.9% 0.871
Average 98.5% 0.865

2.3 Generated Categories
As mentioned above, during our card sort of the twenty

Mozilla interviews, four high-level concept categories emerged

from the data, along with 15 themes and 91 sub-themes.
Each concept category consisted of between two and six
themes, and related to a di↵erent aspect of how Mozilla de-
velopers interact with Bugzilla while performing their daily
tasks. Table 2 presents an overview of the concept cate-
gories, as well as the count of the participants, quotes, and
sub-themes.

Table 2: Overview of Concept Categories.
Category Participants Quotes Sub-themes
Situational awareness 19 208 14
Task Support 20 700 53
Expressiveness 20 188 12
Everything else 20 166 12

The four concept categories that emerged during the card
sort do not correspond directly to the tasks developers per-
form daily; rather, they are a combination of actions devel-
opers perform when considering and executing these tasks.
In this section we provide an overview of the first three con-
cept categories; the last one, which we named “Everything
else”, includes Mozilla internal topics that are not relevant
to this discussion. While the complete discussion of the
card sort is beyond the scope of this paper, we now high-
light some of the key observations raised by a plurality of the
interviewed developers, particularly those relevant to the no-
tion of reducing information overload. The full description
of the categories, themes, and sub-themes can be found in a
technical report that is available online [2]. In this report,
for each theme and sub-theme we provided the number of
individual participants commenting on a certain issue and
the total number of quotes given. For each sub-theme we
developed a synthetic quote that provides a general thought
on the topic.

2.3.1 Situational Awareness

↵

⌦

�

 

Email is a primary way of receiving bugs and communica-
tion updates. Developers have to manage the flood of emails
they receive daily. As a result, developers find it hard to de-
termine the current status of the bug they are working on
where it is bug is in the bug-fixing process.

One of the most surprising concept categories we found
clustered a series of themes and sub-themes that relate the
idea of situational awareness. Situational awareness is a
term from cognitive psychology; it refers to a state of mind
where a person is aware of the changes in their environ-
ment [20]. The term is an apt description of how software
developers must maintain awareness of what is happening
on their project, to be able to manage a constant flow of in-
formation as issues evolve, and be able to plan appropriate
actions. Developers often find themselves trying to identify
the status of a bug — What is the current status of the
issue? What is blocking this issue? What issues am I block-
ing? Who is the best person to review the patch? — as well
as trying to track their own tasks — How many bugs do I
need to triage, fix, review, or follow up on?
15 of the 20 participants expressed a desire in having pri-

vate dashboards that would allow them to track their own
activity and quickly determine the what changes had oc-
curred since the last time they had examined the issue: “[A]
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Expressiveness
Bugzilla stores a wide variety of 

metadata that can be overwhelming 
and intimidating to the developers 

reporting and fixing issues.

egories, we performed an open coding approach to analyze
the data. As we analyzed the quotes, sub-themes, themes
and concept categories emerged and evolved during the open
coding process [36].

The first author (Baysal) created all of the “cards”, split-
ting 20 interview transcripts into 1,213 individual units;
these generally corresponded to individual cohesive state-
ments, which we call comments. In further analysis, the first
two authors (Baysal and Holmes) acted as coders to group
cards into sub-themes, merging sub-themes into themes and
developing concept categories. We proceeded with this anal-
ysis in three steps:

1. The two coders independently performed card sorts on
the cards extracted from the interview transcripts of
three participants — P1, P2, and P3 — to identify
initial card groups (we refer to these groups as sub-
themes in Section 2). The coders then met to compare
and discuss their identified groups.

2. The two coders performed another independent round,
sorting the comments of participants P4, P5, and P6
into the groups that were agreed-upon in the previ-
ous step. We then calculated and report the inter-
coder reliability to ensure the integrity of the card
sort. We selected two of the most popular reliability
coe�cients for nominal data: percent agreement and
Krippendor↵’s Alpha (see Table 1). Intercoder relia-
bility is a measure of agreement among multiple coders
for how they apply codes to text data. To calculate
agreement, we counted the number of cards for each
emerged group for both coders and used ReCal2 [24]
for calculations. The coders achieved a high degree of
agreement; on average two coders agreed on the coding
of the content 98.5% of the time.

3. The rest of the card sort — the comment of partic-
ipants P7–P20 — was performed by both coders to-
gether.

To make sense of the groups identified in the card sort,
the 91 groups were clustered into 15 related themes, which
were in turn organized into 4 concept categories; this was
done using an a�nity diagram, which helps to sort a large
number of ideas into related clusters for analysis and re-
view [10]. We generated the a�nity diagram in three steps:
1) the names of the groups were printed on cards and at-
tached to a whiteboard; 2) the groups were clustered on the
whiteboard into related themes, and these themes were fur-
ther clustered into high-level concept categories; and 3) each
of the themes and concept categories was given a represen-
tative name. The final organization of concept categories,
themes and sub-themes, as well as the results of the open
coding and a�nity diagram methods are available [2].

Table 1: Average Scores of Intercoder Reliability.
Percent Agreement Krippendor↵’s Alpha

Median 98.9% 0.871
Average 98.5% 0.865

2.3 Generated Categories
As mentioned above, during our card sort of the twenty

Mozilla interviews, four high-level concept categories emerged

from the data, along with 15 themes and 91 sub-themes.
Each concept category consisted of between two and six
themes, and related to a di↵erent aspect of how Mozilla de-
velopers interact with Bugzilla while performing their daily
tasks. Table 2 presents an overview of the concept cate-
gories, as well as the count of the participants, quotes, and
sub-themes.

Table 2: Overview of Concept Categories.
Category Participants Quotes Sub-themes
Situational awareness 19 208 14
Task Support 20 700 53
Expressiveness 20 188 12
Everything else 20 166 12

The four concept categories that emerged during the card
sort do not correspond directly to the tasks developers per-
form daily; rather, they are a combination of actions devel-
opers perform when considering and executing these tasks.
In this section we provide an overview of the first three con-
cept categories; the last one, which we named “Everything
else”, includes Mozilla internal topics that are not relevant
to this discussion. While the complete discussion of the
card sort is beyond the scope of this paper, we now high-
light some of the key observations raised by a plurality of the
interviewed developers, particularly those relevant to the no-
tion of reducing information overload. The full description
of the categories, themes, and sub-themes can be found in a
technical report that is available online [2]. In this report,
for each theme and sub-theme we provided the number of
individual participants commenting on a certain issue and
the total number of quotes given. For each sub-theme we
developed a synthetic quote that provides a general thought
on the topic.

2.3.1 Situational Awareness

↵

⌦

�

 

Email is a primary way of receiving bugs and communica-
tion updates. Developers have to manage the flood of emails
they receive daily. As a result, developers find it hard to de-
termine the current status of the bug they are working on
where it is bug is in the bug-fixing process.

One of the most surprising concept categories we found
clustered a series of themes and sub-themes that relate the
idea of situational awareness. Situational awareness is a
term from cognitive psychology; it refers to a state of mind
where a person is aware of the changes in their environ-
ment [20]. The term is an apt description of how software
developers must maintain awareness of what is happening
on their project, to be able to manage a constant flow of in-
formation as issues evolve, and be able to plan appropriate
actions. Developers often find themselves trying to identify
the status of a bug — What is the current status of the
issue? What is blocking this issue? What issues am I block-
ing? Who is the best person to review the patch? — as well
as trying to track their own tasks — How many bugs do I
need to triage, fix, review, or follow up on?
15 of the 20 participants expressed a desire in having pri-

vate dashboards that would allow them to track their own
activity and quickly determine the what changes had oc-
curred since the last time they had examined the issue: “[A]
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Task support
Bugzilla is the main venue for 

developers to collaborate on bug 
reporting and triage, code review 
activities, communication, release 

management.

Expressiveness
Bugzilla stores a wide variety of 

metadata that can be overwhelming 
and intimidating to the developers 

reporting and fixing issues.

egories, we performed an open coding approach to analyze
the data. As we analyzed the quotes, sub-themes, themes
and concept categories emerged and evolved during the open
coding process [36].

The first author (Baysal) created all of the “cards”, split-
ting 20 interview transcripts into 1,213 individual units;
these generally corresponded to individual cohesive state-
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cards into sub-themes, merging sub-themes into themes and
developing concept categories. We proceeded with this anal-
ysis in three steps:
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the cards extracted from the interview transcripts of
three participants — P1, P2, and P3 — to identify
initial card groups (we refer to these groups as sub-
themes in Section 2). The coders then met to compare
and discuss their identified groups.
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into the groups that were agreed-upon in the previ-
ous step. We then calculated and report the inter-
coder reliability to ensure the integrity of the card
sort. We selected two of the most popular reliability
coe�cients for nominal data: percent agreement and
Krippendor↵’s Alpha (see Table 1). Intercoder relia-
bility is a measure of agreement among multiple coders
for how they apply codes to text data. To calculate
agreement, we counted the number of cards for each
emerged group for both coders and used ReCal2 [24]
for calculations. The coders achieved a high degree of
agreement; on average two coders agreed on the coding
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Bugzilla is the main venue for 
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management.
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Situational Awareness
Developers have difficulty 

maintaining global understanding on 
the issues they are involved with.
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!

• Qualitative data is richer than quantitative data	

!

• Qualitative studies are time consuming (data 
collection and analysis)	

!

• Combining quantitative methods with qualitative 
ones is getting more popular within empirical SE 
research	

!
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