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Research Goals

To use publicly available data from Twitter to:

1) Measure the evolution and distribution of sentiments towards the 
novel influenza A(H1N1) vaccine during the second half of 2009.

2) Investigate the effect of non-random vaccination distributions on 
the likelihood of disease outbreaks.
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Overview

• Outbreaks of vaccine preventable diseases are a major public health issue.

• Outbreaks are more likely to occur if overall vaccination rates decline.

• Sentiments about vaccination can strongly affect individuals vaccination 
decisions.

• The rise of online social media in the past few years has created new possibilities 
for measuring health behaviour.

• People use such services to publicly share various aspects about their daily lives.
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What does this mean?

• Measuring such sentiments and how they’re distributed in a 
population is typically a difficult and resource-intensive task, 
compared to traditional survey methodologies.

• BUT we can use publicly available data from Twitter to measure the 
evolution and distribution of sentiments towards the novel influenza 
A(H1N1) vaccine.

• This understanding can help with identifying target areas for 
interventions and evaluating their effectiveness.
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What was done?

• Tweets were collected during the time that the pandemic influenza 
A(H1N1) was spreading nationwide, but a vaccination only became 
widely available late in the year.

• A subset of the collected tweets was manually evaluated as 
expressing positive, negative or neutral sentiment towards the 
A(H1N1) vaccination.

• Trained a machine learning algorithm on the manually rated tweets.
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What was done?

• Then used the algorithm to automatically predict sentiments for the 
remaining unrated tweets.

• The fully classified data set allowed for a localized sentiment score 
and allowed for a network of information flow to be generated.

• Network was studied to determine distribution of sentiments.

• Findings were extrapolated to investigate the effect of non-random 
vaccination distributions on the likelihood of disease outbreaks.



Data Collection

• From August 25th 2009 to January 19th 2010 - 477,768 tweets in English 
were collected containing at least one of the following keywords:

• vaccination, vaccine, vaccinated, vaccinate, vaccinating, immunized, immunize, 
immunization, immunizing

• The tweet text, date and time, location, user ID, follower ID’s, and friend 
ID’s were all recorded in the database for each tweet.

• The follower ID’s and friend ID’s were recorded to determine how 
information flows from a User to their followers.



Sentiment Analysis

• Each tweet in the dataset needed to be classified into one of the four sentiment 
polarities: 
• Positive, negative, neutral or irrelevant 

• Dataset was way too large (477,768 tweets) to manually classify in the timeframe.

• Therefore had to choose a machine learning algorithm to maximize the accuracy 
of the sentiment analysis.

• Three (3) standard classification algorithms were compared to find the most 
accurate combination. 
• Naïve Bayes, Maximum Entropy, and a Dynamic Language Model classifier (using process 

character n-gram models).



Sentiment Analysis

• All supervised machine learning approaches, regardless of algorithm, 
all require a training dataset.

• So, students from two undergrad classes at Pennsylvania State 
University were recruited to rate tweets with the help of a simple 
web-based rating application.

• Students were asked to rate tweets based on the following question:
• “What sentiment does the tweeting person (the author) have regarding the 

influenza A(H1N1) vaccine?”



Sentiment Analysis – Training Dataset

• The students were presented with four (4) options:

1. positive: A positive sentiment means the author is likely to get the 
influenza A(H1N1) vaccine.

• Example tweet that was rated as positive:
• “off to get swine flu vaccinated before work.”



Sentiment Analysis – Training Dataset

2. negative: A negative sentiment means the author is unlikely to get 
the influenza A(H1N1) vaccine.

• Example tweet that was rated as negative:
• “What Can You Do To Resist The U.S. H1N1 "Vaccination" Program? Help Get 

Word Out. The H1N1 "Vaccine" Is DIRTY.DontGetIt.”



Sentiment Analysis – Training Dataset

3. neutral: No clear sentiment can be detected.

• Example tweet that was rated as neutral:
• “The Health Department will be offering the seasonal flu vaccine for children 

6 months - 19 yrs. of age starting on Monday, Nov. 16.”



Sentiment Analysis – Training Dataset

4. irrelevant: The tweet is not clearly about the influenza A(H1N1) 
vaccine.

• Example tweet that was rated as irrelevant:
• “Filipino discovers new vaccine against malaria that ’treats’ the mosquitoes, 

too!”



Sentiment Analysis – Training Dataset

• The web app was set up so that every other tweet rated by a single student was 
also rated by all other students.

• All other tweets were randomly selected.

• A student could not rate any tweet more than once, unless it was a randomly 
selected tweet.

• 64 students volunteered

• Students were assigned to rate at least 1400 tweets

• 88,237 ratings were submitted

• 47,143 unique tweets were rated



Classifier Evaluation

• To evaluate the best classifier the tweets manually rated by the 
students were divided into two groups: 

• 1) a training set - (46,442 tweets) consisted of all tweets that had less than 44 
ratings.

• 2) a test set – (630 tweets) consisted of all tweets with at least 44 ratings and 
the majority polarity being higher than 50% to create a high confidence set.

• The classifiers were evaluated by determining how accurately they 
could determine the sentiment polarity in the testing set.



Classification Challenges

• Hard to classify tweets since they’re only a maximum of 140 
characters.

• Because of this character limitation, non-standard abbreviations, 
slang, and other poorly written phrases within the body of the tweet 
are likely to arise.

• The lack of context and poorly expressed sentiment means that it’s 
unreasonable to expect a 100% accuracy out of the automated 
classifiers, or even 100% agreement among the students.



Text Pre-Processing

• To achieve the highest accuracy for both classifiers the tweets were 
pre-processed before being classified.

• All stop words were filtered out except for “no” and “not” by using 
Apache Lucene’s Stop Analyzer.

• All punctuation was filtered except for “!”, since exclamation marks 
may indicate a stronger sentiment.

• Words were stemmed to also improve the accuracy.



Sentiment Classification

• Used an ensemble method combining the Naïve Bayes and Maximum 
Entropy classifiers.

• Naïve Bayes was used to determine positive and negative tweets.

• Maximum Entropy was used to determine neutral and irrelevant
tweets.

• In case of a conflict, the Maximum Entropy classifier’s decision was 
final.



Classification Results

• The average accuracy of the students was 64%.

• Only 7 students had a higher accuracy than the ensemble classifier 
(accuracy 84.29%) the highest being 90%.

• Ensemble classifier was used to classify the training set (46,442 tweets) .

• If the classifier disagreed with the majority, it was treated as a manual rater 
and the polarity assigned by the rater (student and classifier) with the 
highest accuracy was used.



Geocoding

• Twitter allows a tweeter’s location to be manually entered into his/her 
profile.
• This location field is free form and accepts any entry.

• A tweeter’s location can also be updated by their GPS enabled mobile 
device, providing an accurate location (lat,long co-ordinates).
• This feature wasn’t widely used in 2009.

• Therefore the location strings had to be resolved to informative locations.

• For the purpose of this study resolving the location to state level with the 
United States would suffice.



Geocoding

• Used the Yahoo! PlaceFinder API to resolve all the unique locations.

• Yahoo! Web service returned the state and country level information if the 
location string was recognized.

• Of the 155,676 locations 9,231 location strings couldn’t be accurately resolved 
using the API.

• Another web app was created to ask students to resolve these locations 
manually, if possible.

• Tweeter’s with locations in multiple states were excluded from the analysis.

https://developer.yahoo.com/boss/geo/


Network Creation

• We know that information flows from Twitter Users to their followers, 
so in order to generate a network of users that captures information 
flow about opinions on the influenza vaccine, the following algorithm 
was used:

• Each user who has at least one relevant tweet (positive, negative, or neutral) 
is represented by a node in the network.

• There is a directed edge from user A to user B IF at any time, user B is found 
among the followers of user A, OR user A is found the among the friends of 
user B.



Network Creation

• The network is essentially a static snapshot as seen on the last day of data 
collection (January 19th, 2010).

• For extremely large counts of followers and friends, the data collection 
process only collected the first 5,000 friends and/or followers that Twitter 
returned.

• It is unlikely that a person can cognitively follow the message stream of 
more than 5,000 users, making the effect negligible.

• However, the algorithm effectively deals with this because it searches for 
edges in the followers AND friends lists. 



Network Creation

• All users from that network were removed if they didn’t have a 
positive or negative influenza vaccine sentiment.

• The overall influenza vaccine sentiment score is defined as the 
difference of positive and negative tweets divided by the sum of all 
relevant tweets.

• This results in a network of 39,284 nodes (opinionated users) and 
685,719 edges (tweets).



Disease Simulations

• Simulated the spread of an influenza A(H1N1)-like infectious disease 
on an empirical network collected with wireless sensor network 
technology.

• Network was collected at a high school, and yields high accuracy and 
coverage.

• Used an SEIR simulation model parameterized with data from 
influenza outbreaks.



Disease Simulations

• The SEIR models the flows of people between four states: susceptible (S), 
exposed (E), infectious (I), and recovered (R).

• Each individual models one of these four states.

• All individuals are initially susceptible, except the vaccinated individuals 
who are always in the recovered state.

• Vaccination occurs by picking individuals randomly and vaccinate them to 
achieve a vaccination coverage of 0.624, reflecting the proportion of 
positive sentiments in the Twitter network.



Results

• Of the 477,768 total collected tweets - 318,379 were classified as 
relevant to the influenza A(H1N1) vaccine:

• 255,828 were classified as showing neutral sentiment

• 35,885 were classified as showing positive sentiment

• 26,667 were classified as showing negative sentiment



Results

Fig.1. Total number of negative (red), positive (green), and neutral (blue) tweets relating to influenza A(H1N1) 
vaccination during the Fall wave of the 2009 pandemic.



Results

• Found that the projected vaccination rates based on sentiments 
expressed on Twitter are in very good agreement with vaccination 
rates estimated by the Centers for Disease Control and Prevention 
(CDC) with traditional phone surveys.

• Looking at the online social network, both negative and positive 
opinions are clustered, and if network clusters of similar sentiments 
towards vaccination lead to network clusters in the distribution of 
vaccination, the probability of large outbreaks is greatly increased.



Results

Fig.2. Correlation between estimated vaccination rates for individuals older than 6 months, and sentiment score per 
HHS region (black dots) and states (gray dots). Numbers represent the ten regions as defined by the US Department of 

Human Health & Services. Lines shows best fit of linear regression (blue for regions, red for states).



Discussion, Limitations and Future Work

• In a network of almost 40,000 opinionated users of an online social media 
service, there was significantly more information flow between users who 
shared the same sentiments than expected if the sentiments were 
randomly distributed.

• The significantly positive assortativity of negative and positive sentiments 
provide evidence that online social media can act as an ‘‘echo chamber’’ 
where personal opinions that affect individual medical decisions are 
predominately reaffirmed by others.

• Due to the observational nature of this study, other confounding factors 
(e.g. vaccine supply) might have influenced the results. 



Discussion, Limitations and Future Work

• Extracting information from short online text messages for the 
purpose of assessing health behaviors presents a number of 
challenges:

• Users of online social media might not be a representative sample of the 
population.

• Text messages may be interpreted differently by different users

• Sentiment analysis is not 100% accurate.



Conclusion

• Publicly available data from online social media provide 
unprecedented opportunities, especially in the realm of public health 
by allowing for inexpensive and efficient tools for the public health 
community to identify regional areas that would most benefit from 
intensified communication about the safety and benefit of vaccines.



Thank you
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Questions

1. Does anyone have a background in Biology or an interest in Biology 
Inspired Computing? Was this paper interesting to you?

2. What other health behaviours could this approach be used to 
study?

3. It was found that online social media can act as an ‘‘echo chamber’’ 
where personal opinions that affect individual medical decisions are 
predominately reaffirmed by others. Has this ever happened to 
you? 
• Ex. Have you ever ignored getting the flu shot because you heard that your 

friend got sick shortly after getting the shot.
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The End!
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